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Abstract 
Appropriate, numerical modeling of combustion systems needs an accurate 
treatment of the governing complex kinetic mechanisms (which usually grow in 
size with the complexity of the fuel being modeled). Since the associated 
computational cost increases with the size (species and reactions) of the kinetic 
model adopted, the coupling of multi-dimensional simulations and detailed kinetic 
schemes requires a very high computational effort. Therefore, the development of 
approaches for improving the computational efficiency in the management of 
detailed kinetics is today an important area of research. 
In this paper a collection of open-source, C++ libraries, called OpenSMOKE, 
specifically conceived to manage large, detailed kinetic schemes (with hundreds of 
species and thousands of reactions) in numerical simulations of reacting flows, is 
presented. Some details about its object-oriented nature are presented and the 
possibility of coupling the OpenSMOKE libraries with existing numerical codes is 
discussed. Some examples demonstrating the ability of the OpenSMOKE library to 
successfully manage large kinetic schemes are eventually presented. 
 
Introduction 
Today it is well recognized that realistic numerical simulations of combustion 
phenomena must necessarily require not only an accurate, detailed description of 
fluid dynamic aspects, but also a realistic characterization of the chemistry and the 
physical and chemical properties of the gas mixtures involved. In the last years the 
inaccuracy of simplistic descriptions assuming either equilibrium chemistry or 
global mechanisms in reacting flows has been clearly demonstrated. At the same 
time there has been an increasing effort to incorporate more complex reaction 
mechanisms in simulation of combustion processes and this has led to the 
development of reaction mechanisms with different levels of detail and 
comprehensiveness. Kinetic mechanisms sufficiently realistic and comprehensive 
usually consist of a large number of species and reactions. As a consequence the 
computational cost associated with such mechanisms is usually very high. Hence 
there is the need of computational tools to make computationally efficient the 
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management of large kinetic schemes and easy their integration in new and/or 
existing numerical codes. 
In this paper the OpenSMOKE framework is presented, a collection of C++ 
libraries specifically conceived to manage large, detailed kinetic schemes (with 
hundreds of species and thousands of reactions) in numerical simulations of 
reacting flows. 
 
The OpenSMOKE Framework 
Usually numerical codes for the simulation of reacting flows have been written in 
procedural languages [1]. The OpenSMOKE framework is based on a different, 
methodology, which is called Object-Oriented Programming (OOP), since it is 
generally recognized that OOP produces code that is easier to write, validate, and 
maintain than procedural techniques [2]. The OOP approach involves three main 
features: abstraction, inheritance, and polymorphism [2]. Abstraction is the ability 
to represent conceptual constructs in the program and to hide details behind an 
interface. Thus, as an example, it is possible to create data types representing 
chemical species, chemical reactions, a mixture of chemical species, etc., hiding 
the numerical details of the implementation by encapsulation. The class interface is 
designed to be as simple as possible, while the implementation is not relevant at 
this level. Inheritance enables relationships between the various classes to be 
expressed, representing commonality between different classes of objects by class 
extension. For example, the different kind of reactions have some elements in 
common (e.g. the functions to manage the stoichiometry) which can be inherited by 
a parent reaction class and specialized for the specific reactions (children) which 
the user wants to implement. Polymorphism is the ability to provide the same 
interface to objects with different implementations, thus representing a conceptual 
equivalence between classes that in practical terms have to be coded differently. 
Examples of this feature in OpenSMOKE include the implementation of the 
Mixture class, as better explained in the following. 
The OpenSMOKE library is written in C++, since this is a good programming 
language for scientific work. It is widely available on all platforms and, being 
based on C, is fast. Several studies [3] indicate no significant difference in 
performance between Fortran and the C group of languages. 
The OpenSMOKE library is based on template programming and strongly relies on 
the concept of policies and policy classes [4], an important class design technique 
that enable the creation of flexible, highly reusable libraries. In brief, policy-based 
class design fosters assembling a class with complex behavior out of many little 
classes (called policies), each of which takes care of only one behavioral or 
structural aspect. As the name suggests, a policy establishes an interface pertaining 
to a specific issue. The user can implement policies in various ways as long as the 
policy interface is respected. Since policies can be mixed and matched, a 
combinatorial set of behaviors can be achieved by using a small core of elementary 
components. 
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Implementation of main classes 
One of the main objective of OpenSMOKE library is to make easy the management 
of complex reacting mixtures in new and existing numerical codes. For this 
purpose the main classes are designed by exploiting policy design and inheritance 
techniques. 
The main, basic class is the Species class, which manages the properties of a 
single chemical species. The Species class is based on several policies 
concerning the sub-models used to evaluate the thermodynamic and transport 
properties. The user can easily choose the policies to be used which better fit his 
needs or can easily implement a new policy. The only requirement is that the new 
policy respects the policy interface. The main advantage of this approach is that, if 
a new policy is needed, no changes to the existing code are needed. As an example, 
if a new equation of state is needed for evaluating the thermodynamic properties, 
the new corresponding policy can be added to the OpenSMOKE library, but the 
source code of the original OpenSMOKE library does not have to be changed.  
The chemical species described by the Species classes can be collected together 
to create the Mixture class, whose main purpose is to allow the user to easily and 
efficiently evaluate thermodynamic and transport properties of a mixture. The 
Mixture class is built using a number of policies concerning the mixing rules for 
the evaluation of mixture properties. The Mixture class does not need to know 
the details behind the calculations of properties of every species, but only how to 
“mix” these properties to evaluate the corresponding mean mixture values. This is 
easily achieved because the different species involved in the mixture expose a 
common interface to the Mixture class. 
The chemical reactions are described through the Reaction class, which 
manages the data about the stoichiometry and the kinetic parameters of a single 
reaction. The Reaction class is designed as a virtual class, from which a large 
number of classes is derived, each of them describing a particular kind of reaction 
(fall-off reaction, chemically activated bimolecular reactions, etc.). 
The Chemistry class provides a collection of reactions involved in a kinetic 
scheme. This class does not have to know the details about the implementation of 
every derived Reaction class. The most important functions which have to be 
exposed to the Chemistry class are the evaluation of the reaction rate and the 
access to the stoichiometric coefficients. The Chemistry class provides all the 
functions to evaluate the formation rates of every chemical species, which are 
usually the most important data required in the simulation of reacting flows. 
The OpenSMOKE library can be extended and adapted to the needs of the user, by 
adding new thermodynamic and transport policies and by new classes of reactions. 
 
Efficiency 
According to [5], in typical reacting flow calculations with detailed kinetic 
schemes, more than 80% of CPU time is spent for the numerical evaluation of 
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Jacobian matrices. Since the construction of Jacobian usually involves the 
evaluation of thermodynamic and transport properties and the calculation of 
formation rates of every species a large number of times, the OpenSMOKE library 
tries to make the calculations of these properties as fast as possible. This goal is 
reached by exploiting the object oriented nature of C++. In particular, a new class, 
called MixtureMap, is specifically conceived for calculating thermodynamic, 
transport properties and kinetics data in a fast way, without using complex 
interfaces. The idea is quite simple: from every Mixture object (working as a sort 
of C++ Factory [4]) a number of independent MixtureMap objects can be 
created. Then, when some property is needed, the user has only to update the status 
of the MixtureMap object and ask for such specific property.Efficiency is 
achieved by the MixtureMap using several techniques: 
• caching: the code is written in order to cache as much as possible, which means 
storing items for future use in order to avoid retrieving or recalculating them; 
• object pools: this is a technique for avoiding the creation and deletion of a large 
number of objects during the code execution; 
• optimized functions: the numerical algorithms are often reformulated in order to 
exploit the Intel® MKL Vector Mathematical Functions Library (VML), including 
a set of highly optimized functions; 
• code reformulation: many parts of the numerical algorithms are reformulated in a 
less intuitive way in order to minimize the number of flops needed to perform some 
calculations or to avoid the usage of CPU-expensive functions.  
 
Integration with existing codes 
The object-oriented nature of OpenSMOKE library makes very easy its integration 
in new or existing numerical codes. Because of encapsulation of data, the interface 
for calling common functions is very simple. An example is reported below: 
 
 1 OpenSMOKE::Mixture *mix = new OpenSMOKE::Mixture(fileName); 
 2 OpenSMOKE::MixtureMap *map = mix->CreateMap<0>(); 
  
 3 map.updateStatus(T,P,y);   // update status 
 4 cp = map->cp();       // specific heats 
 5 viscosityMix = map->viscosityMix();   // viscosity 
 6 R = map->formationRates();     // formation rates 
 7 r = map->reactionRates();   // reaction rates 
 
In the first line the kinetic scheme (together the thermodynamic data and the 
transport properties) is imported from an external file (e.g. in CHEMKIN format). 
Then a MixtureMap object is created and the status of such map is updated (in 
terms of temperature, pressure and mass fractions). The next lines (4-7) are used to 
calculate some specific data (constant-pressure specific heat of species, the 
viscosity of the mixture, the formation and the reaction rates). 
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Examples 
The OpenSMOKE library was coupled to the BzzMath libraries [11] (freely 
available at http://homes.chem.polimi.it/gbuzzi/) to solve typical systems of 
interest for the combustion community (ideal reactors, laminar opposed flames, 
laminar premixed flat flames, flamelets, etc.) and some results were already 
published [12, 13]. Only some examples are reported in the following.  
Figure 1 reports the numerical results obtained in a plug flow reactor, fed with 
methyl-butanoate and air at three different pressures. The simulations were 
performed using a kinetic scheme with 2878 species [6]. Despite the large number 
of species, the simulations required only ~2-3 minutes of CPU time. 
In Figure 2 the numerical results referring to a laminar counter flow diffusion 
flame of C3H8 against air are reported for several different schemes. Such 
simulations are more time consuming with respect ideal reactors simulations, since 
the system under investigation is 1D and requires the construction of a proper grid 
on which the equations have to be discretized. The results reported in Figure 2 

Figure 1. Adiabatic plug-flow reactor fed with methyl-decanoate and air at 
T=1000K and Φ=1 (2878 species, 8555 reactions [6]). 

 

 
Figure 2. Counter-flow diffusion flame fed with C3H8 in air (P=1atm, T=300K). 

Kinetic schemes: Polimi (109 species) [7], Pitsch (158 species) [8], MIT (158 
species) [9] and Livermore (155 species) [10]. 

 

 
Figure 3. Laminar flame speed of C3H8 in air (P=1atm, T=300K). Kinetic schemes: 

Polimi (109 species) [7], Pitsch (158 species) [8] and MIT (158 species) [9]. 



 
XXXIV Meeting of the Italian Section of the Combustion Institute 

6 

were done on a grid with ~160 points and required ~20-25 minutes of CPU time. 
The last example (reported in Figure 3) is about the evaluation of laminar flame 
speed of C3H8 at atmospheric conditions and ambient temperature. The calculations 
(which were done using flat, premixed flames) are quite challenging, because the 
numerical model results in a DAE system with an eigenvalue. 
The OpenSMOKE library was also successfully integrated in the OpenFOAM® 
[14] framework for the simulation of multi-dimensional, laminar reacting flows. 
 
Conclusions 
In this paper we briefly described the main features of the OpenSMOKE open-
source, library, specifically conceived to manage large, detailed kinetic schemes 
(with hundreds of species and thousands of reactions) in numerical simulations of 
reacting flows. The advantages offered by the object-oriented nature of the library 
were discussed, together with the possibility to easily couple the OpenSMOKE 
library with new or existing numerical codes. Some examples, demonstrating the 
ability of OpenSMOKE library to work with large kinetic schemes, were presented. 
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